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Archaeologists have used the rank-size rule, and deviations from it, to explain a number of different processes related
to urbanism and social complexity. Frequently, hypotheses have been developed to account for these processes, and
they depend on the existence of primate or convex settlement patterns for verification. When the rank-size rule has been
used in these cases, most of the time no effort has been made to determine whether the observed settlement system is
significantly different than the expected distribution; the two distributions are simply examined and a judgement is
made. Some studies have used the Kolomogorov-Smirnov test to verify the statistical significance. The Kolomogorov—
Smirnov test is not appropriate for a number of reasons, which will be described in this paper. Here, a Monte-Carlo
method is presented; it empirically determines the probability that an observed Kolomogorov value may be equalled or
exceeded in a random draw of sites from a population which conforms to the rank-size rule. This method allows
statistical significance to be assessed for rank-size studies in settlement archaeology for the first time. Data from a series
of Chalcolithic through Middle Bronze IIB/C sites in the Levantine coastal plain are examined with the simulation. The
results indicate that, except for the Early Bronze III period, all of the periods examined present significant departures
from the rank-size rule. Rank-size plots of the verified distributions indicate the possible existence of a relatively
constant rural component in the coastal plain, which exhibits a central-place like distribution. Superimposed on this
low-level rural component is a higher level urban distribution, which can be seen to develop, collapse, and redevelop
during the periods in question, providing exciting new insights into the nature of Bronze Age urbanism in the Levant.
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Introduction

in archaeological settlement pattern research.

Various researchers have offered a number of
explanations for groups of archaeological sites that do
not conform to the expectations of the rank-size rela-
tionship. These determinations have been made in the
past by graphing the expected site size fall off based on
the application of the rank-size rule to the largest
discovered site, and comparing it to the graph of the
actual site sizes. Almost no data set corresponds ex-
actly to the rank-size rule, so interpretations are based
on how the data set diverges from the expected results.
Often these determinations are made visually, but
sometimes statistical significance is assessed using the
Kolomogorov—Smirnov (K ™) statistic. There are
problems with the assumptions underlying the K™
statistic, however, that require some adjustments for its
use in rank-size analysis. An empirical method is
required to assess the significance of the derived values
of the K ™ statistic, which the Monte Carlo simulation
approach presented here supplies. This method was
first reported in Falconer & Savage’s (1995) discussion
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I n this paper I consider the use of rank-size analysis
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of early urbanism in Mesopotamia and the Southern
Levant. Here I discuss the simulation in greater detail,
while using data from the Levantine coastal plain for
illustrative purposes.

The Rank-Size Rule in Archaeological
Research

Rank-size methods have been used to analyse archaeo-
logical site distributions for some time (e.g. Johnson,
1972, 1977, 1980; Blanton, 1976; Crumley, 1976;
Adams, 1981; Paynter, 1982; Wright, 1986; Gophna &
Portugali, 1988). Derived by geographers from empiri-
cal observation of city sizes, the “rank-size rule” was
first presented by Auerbach (1913), and later given a
theoretical foundation by Zipf (1949). Zipf believed the
rank-size relationship was the result of two different
forces, which he called the “Force of Unification” and
the “Force of Diversification”. These forces act either
to encourage settlement in a single center or disperse it
throughout a region. When they are in balance, the
various places are said to conform to the rank-size rule.
Zipf expressed the rule with the mathematical formula
r x PA=K. In this equation, r represents the rank of
any given place, when the distribution has been
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Figure 1. Rank-size plots which do not conform to the expectations
of the rank-size rule. —: Log-normal; - - - primate; = : convex;
-+ -+ -t primo-convex; - -+ - -- -1 double-convex.

rank-ordered from largest to smallest. P represents the
population (or size) of the place in question, and K is
the population (or size) of the largest place. The
exponent, , represents the ratio of Zipf’s force of
unification to his force of diversification. Archaeolo-
gists and geographers have often assumed these forces
to be equal, thus making q=1, and eliminating the
need for the exponent. As it is used in archaeology, the
size of any Nth ranked place may be predicted by
dividing the largest place by the rank of the Nth place.
The archaeological application, then, is actually a
special case of the rank-size rule (where q=1). For
graphical simplicity, rank-size plots are usually made
on log-log scales, thus reducing the plot of the ex-
pected rank-size relationship to a straight line (referred
to as log-normality).

Interpreting Deviations from the Rank-Size
Rule

Distributions of archaeological sites frequently do not
conform to the rank-size rule. Plotted site distributions
(Figure 1) which have slopes steeper than the expected
line are referred to as ‘“Primate”’, those with shallower
slopes as “Convex”, and those with a mixture of these
as “Primo-convex” and “Double-convex”. These poss-
ible outcomes have been described extensively in the
literature along with a series of methodological or
culturally based explanations for why the rank-size
curves do not fit the observed data. Table 1 summarizes
explanations for various outcomes by different authors.

The determination of whether a given site distribu-
tion is log-normal or not seems often to have been
made simply by a visual assessment. If the observed
rank-size curve looks to be sufficiently different than
log-normal, the next recourse is to one or more of the
explanations presented in Table 1. However, some kind
of significance test should be applied to rank-size plots
because a judgement based on inspection alone might
result in an incorrect interpretation. Rather than mak-
ing judgemental decisions about rank-size plots, we
should test whether the observed line is significantly
different from the expected one. The Kolomogorov—-
Smirnov one-sample goodness of fit test (afterwards
called the “K ™ test”) has been used to evaluate
observed rank-size plots with respect to the expected,
log-normal, distribution (Paynter, 1982, 1983). As an
example of what can happen without such tests, con-
sider the plot in Figure 2. The plot has a primo-convex
appearance; the maximum deviation between the ob-
served and expected distributions (the K ™ statistic) is
0-280. Statistics tables (e.g. Thomas, 1986: table A.9)

Table 1. A summary of the expansions provided for various rank-size outcomes that differ from log-normality

Curve shape Explanation Reference
Primate Zipf’s value for q should be <1, meaning there is more pressure Moore (1959)
toward unification than dispersion in normal situations.
“Simple” economic and political development, or a short history of Berry & Garrison (1958);
urbanization. Berry (1961)
Availability of low-cost labor concentrated in the highest rank place. Berry (1973)
A settlement system confined to a small territory. Morrill (1970)
Primate systems evolve in countries which were formerly parts of Blanton (1976); Smith
colonial empires. (1976); Johnson (1977)
The entire settlement system has not been identified. Johnson (1977)
Primate systems are typical of core areas. Smith (1976); Paynter (1982)
Primate systems may develop in peripheral areas. Smith (1976)
High order sacred ceremonialism, macroregional elite exchange, Kowalewski (1982)
foreign diplomacy, and war focusing chiefly on centers.
Convex Convex distributions are predicted by Central Place Theory.

Pooling more than one settlement system.
Low levels of system integration.

Convex systems are characteristic of peripheral samples.
Excluding a Primate center from its settlement system.

Primo-convex Pooling more than one settlement system.

The simultaneous operation of two distinct settlement systems in a

Johnson (1977)

Johnson (1977)

Johnson (1980)

Paynter (1982)

Johnson (1980);

Paynter (1983)

Johnson (1980)

Falconer & Savage (1995)

single region—a centralized system (the primate upper portion)
superimposed on a more loosely integrated or central place

distribution (the convex lower curve).
Double-convex

Multiple settlement systems operating within a single region.

Falconer & Savage (1995)
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Figure 2. A rank-size plot which appears to be primo-convex, but
which is probably not. The simulation shows that a site distribution
with a K7 value of 0-28 (25 sites) can be drawn at random from a
log-normal population about 22% of the time (sample proportion:
0-7). — ®—: Observed; —: expected.

indicate that this value is significant between the 0-05
and 0-01 alpha levels. However, the simulation pre-
sented below indicates that a K~ value of 0-280 or
greater can be achieved by random sampling from a
log-normal population about 22% of the time (assum-
ing a sample proportion of 0-7). This suggests that the
observed data are not significantly different than the
expected data; the distribution is not “primo-convex
enough” to be beyond the range of sampling error.

The Kolomogorov—Smirnov (K ) Test

The K~ test (Thomas, 1986; Shennan, 1990) is a
distribution free test of the null hypothesis that a
sample is drawn from a particular population. “The
Kolomogorov-Smirnov test rejects the null hypothesis
if there are differences in the central tendency, range, or
shape of the sample and population distributions, thus
making it a very general test of nonidentity”” (Paynter,
1982: 156). For rank-size analysis the one-sample
goodness of fit test is appropriate. Unlike the two-
sample test, which can be used to assess the significance
of deviations between two different frequency distribu-
tions (for example, the height of females and males),
the one-sample test is used to assess whether an
observed distribution is different from an expected one.
There are still two frequency distributions under com-
parison (observed and expected), but the goodness of
fit test is calculated differently (see Sokal & Rohlf,
1981: 716718 for a description of the one-sample test).
As used in rank-size analysis, in the one-sample test the
K™ statistic represents the maximum deviation be-
tween the observed site distribution and an expected,
log-normal distribution. The significance of the devia-
tion has been assessed by consulting the statistics tables
for the threshold value of K™ at a particular alpha
level (frequently 0-05). The result provides a statistical
estimate of whether an observed frequency distribution
is significantly different from an expected one.
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Operationalizing the K~ test with respect to the
rank-size rule requires generating a set of expected data
against which to test the sample, and this is done by
using the largest site in the sample to create a distribu-
tion based on the log-normal, special case of the
rank-size rule, where q equals one. The observed values
are assigned ranks based on their respective sizes: the
largest site is rank one, and the smallest is rank N,
where N is the number of sites.

The next step is to create a set of cumulative propor-
tions for the expected values, where the lowest ranking
site has the proportion 1/N, the second lowest 2/N, and
so on, until the highest ranking site has a cumulative
proportion of N/N, or 1. This effectively partitions the
expected values into a set of upper class boundaries
with N intervals, where the cumulative frequency at a
particular class boundary (in this case, at a given site
size), is the numbet of places with sizes less than or
equal to the particular site at the class boundary in
question. For example, for a set of 10 sites, regardless
of their sizes as generated by the rank-size rule, the
cumulative frequencies will be 0-1, 0-2, 0-3, 0-4, 0-5, 0-6,
07, 0:8, 09, 1-0. Each site in the expected distribution
forms its own class boundary, since each site size is
different based on the rank-size rule.

The observed values are compared to the expected
values in the following manner. For the lowest value in
the expected set, the number of sites in the observed set
less than or equal to it is determined, and the pro-
portion of the entire site sample that this number
represents is then calculated. The process continues for
the second lowest value of the expected set, and so on
until the values converge at 1-0 at the largest site. For
example, consider the set of 10 sites in Table 2. At the
lowest rank, 10, we expect to find 10% of the actual
sites less than or equal to the size of the smallest
expected site. In this case, there is one site with size
9000, less than or equal to the expected value of 10,000,
so we put a 0-1 in column 5 at this rank. Moving up to
the ninth ranked site, we expect to find 20% of the sites
less than or equal to 11,111. However, examination of
the actual site sizes shows that the ninth rank site is
larger than expected, so we carry the 0-1 up from the
fifth column of the lower row. There are still only 10%
of the sites less than or equal to the expected site size at
the ninth rank. The procedure continues until the rank
one sites have equivalent cumulative frequencies of 1-0.
Because the expected set is generated from the highest
value of the observed set, the rank one sites always
have cumulative proportions equal to one.

In the .one-sample goodness of fit test, we have to
check the deviation at each class boundary and the
differences before each class boundary (Sokal & Rohlf,
1981: 717). The K ™ statistic is the absolute value of the
maximum absolute deviation between the observed
cumulative frequencies and the expected frequencies.
We simply subtract the values in column five from
those in column three (from the same line in the table,
and from the preceding line) to find the maximum
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Table 2. An example of calculating the K™ statistic based on the maximum deviation between the observed

and expected site distributions

Rank Exp. size Exp. prop. Act. size Act. prop.
1 100,000 1-0 100,000 1-0
2 50,000 09 80,000 0-4
3 33,000 0-8 75,000 0-4
4 25,000 07 70,000 0-4
5 20,000 0-6 65,000 04
6 16,667 05 60,000 0-4
7 14,286 0-4 14,000 04
8 12,500 0-3 13,000 02
9 11,111 02 12,000 0-1

10 10,000 01 9000 01

deviation. In the example, the maximum deviation
occurs at rank 2, where the difference is 0-5. The
maximum deviation is then compared to the critical
values of the K™ statistic to assess whether the
observed difference is statistically significant.

When the number of cases (sites) is large the
threshold values for significant deviations of the K™
statistic are well behaved; they can be calculated with a
simple formula for a given alpha level. For example,
with alpha set at 0-05, the threshold value is calculated
at 1-36/(N°®) (Thomas, 1986: 506). For small values of
N, a table must be consulted. Table A.9 in Thomas
(1986) indicates that for 10 sites the critical value of the
K~ statistic is 0-41 at the 0-05 alpha level and 0-49 at
the 0-01 level. Referring back to the example, the maxi-
mum deviation is 0-5, greater than the critical value of
the K statistic at the 0-01 alpha level of significance.
The null hypothesis would be rejected in the example.

Examination of the actual site sizes in Table 2
indicates that there is a strong convex rank-size rela-
tionship. We simply count the numbers of observed
sites greater than their respective expected values,
versus the number less than their expected values. Of
the 10 sites, two are less than expected, seven are
greater than expected, and one, the largest, is always
equal to the expected value. Alternatively, we can plot
the observed distribution against the expected distribu-
tion, resulting in a convex curve. We would now be in
a position to ask why the observed situation is so
different from the expected one, using explanations
such as those shown in Table 1.

Problems with the K~ Statistic in Rank-Size
Analysis

There are several assumptions underlying the K~ sta-
tistic which render its use in rank-size analysis problem-
atic. First, the K~ test is designed to operate on
continuous frequency distributions, and neither the ob-
served nor the expected values are continuous in a
rank-size application. Sokal & Rohlf (1981: 716) note
specifically that in a one-sample test the expected dis-
tribution must be “a continuous function’, which is the
reason why “the largest difference between the curves is

found by computing separately the differences in the
top of each step . . . and the differences just before each
step”’. One might argue that the observed values are a
sample drawn from a population that is at least poten-
tially continuous, but this still does not help with the
expected values, which assume a stepwise distribution.
In order to be continuous, the expected values would
need to have an infinite number of possible alternative
values between any two points. Because the expected
values are calculated based on a rank-order variable
(the position of a site in the overall, sorted site hier-
archy), the expected values that result are discrete (that
is, discontinuous). There is no way of including rank in
the calculation of expected site sizes without the result-
ing values forming a discrete, rather than continuous,
frequency distribution. The K™ test is based on a
continuous probability function, but rank-size analysis
is based on comparison of a discrete set of observed
data to a discrete expected distribution.

Next, the K~ test is based on the assumption that
the theoretical (expected) distribution is defined a
priori. Here, though, the expected distribution is based
on the maximum settlement size and the number of
sites in the observed data set. The expected, log-normal
distribution cannot be defined until the observed dis-
tribution is known.

Finally, it has been observed that the threshold val-
ues used to determine the significance of the K ™ statis-
tic are sometimes incorrect. Lilliefors notes that “the
standard tables for the Kolomogorov—Smirnov test are
valid when testing whether a set of observations are
from a completely specified continuous distribution. If
one of the parameters must be estimated from the
sample then the tables are no longer valid” (1967: 399,
emphasis added). Lilliefors (1967) presented a revised
set of threshold values for situations where the mean
and variance of the population (the expected frequency
distribution) are unknown, using Monte Carlo simula-
tion to determine empirically more accurate threshold
values of the K~ statistic. Similar problems apply to
the rank-size application, and can be solved through
similar methods. I now turn to a brief discussion of
Monte Carlo methods, since these procedures are
somewhat unfamiliar to many archaeologists.



Monte Carlo Simulation Studies

Since many of the assumptions underlying the K~ test
are violated by its use in rank-size analysis, we might
conclude that the method should be discarded. How-
ever, as Lilliefors has suggested, the problems are
related to the threshold values used to determine
whether the K™ statistic is significant or not. The
method of calculating the maximum deviation is rea-
sonable, but we cannot turn to the tables in statistics
books in order to find the “magic number”. This is
similar to the situation that results when we calculate
chi-square or G under certain conditions. When more
than 25% of the cells have expected values less than
five, or a two-by-two table has any cells with expected
values less than five, the chi-square frequency tables
published in statistics books are not reliable. However,
just as Kintigh (1991) has created a Monte Carlo
method for determining how many times a value of
chi-square equals or exceeds the observed value over a
number of random runs, and as Lilliefors did for the
threshold K ~ values, so a Monte Carlo simulation can
be constructed for rank-size analysis that does essen-
tially the same thing.

The Monte Carlo method, named after the famous
gambling house in Monaco, was introduced by
Metropolis & Ulam (1949) to describe a process for the
solution of deterministic sets of equations with the aid
of random numbers used as stochastic variables. Be-
cause of the difficulty of generating random numbers
by non-computational methods, Monte Carlo tech-
niques were not widely used until after the advent of
computers, though some of the principles were known
in the 19th century (Sobol’, 1974). Aldenderfer states
that ““it has now become common practice to label any
simulation containing random numbers a Monte Carlo
simulation, and most archaeological simulations would
be ‘Monte Carlo’ by this definition” (1991: 199).

In concept, Monte Carlo methods are simple, but
their implementation can sometimes be quite involved.
At the most basic level, a Monte Carlo algorithm
consists of a process for generating some kind of
random event. This process is repeated N times, with
the results of each iteration stored for tabulation.
Because there is an element of random selection in-
volved, Monte Carlo methods have built-in sampling
error. However, by increasing the number of iterations
the error can be reduced. Sobol’ (1974: 3) indicates that
“to decrease the error by a factor of 10 (in other words,
to obtain another significant digit in the result), it is
necessary to increase N (and the amount of work) by a
factor of 100”. The power of the Monte Carlo method
is that any process which is influenced by random
events may be simulated, given enough knowledge of
the process, adequate programming expertise, and suf-
ficient computer resources.

Monte Carlo methods have been used in archaeology
for modelling and for estimates of statistical signifi-
cance. Wobst’s (1974) well-known study of palaeolithic
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social systems uses Monte Carlo methods to assign
values to a series of stochastic variables, including
age-specific mortality and fertility rates, and the sex
ratio. Wobst notes that “the operation of the stochastic
variables is governed by the use of uniformly distrib-
uted random numbers. Thus, given an individual’s age
and chance of death at this age, a random number
between 0 and 1 is drawn. If this number is smaller than
the probability of death, the person will die in the given
year ...” Other noteworthy archaeological applica-
tions include Thomas’ (1973) BASIN I simulation,
Rick’s (1983) simulation of prehistoric hunting prac-
tices, and Reynolds’ (1986) modelling of foraging strat-
egies in the Valley of Oaxaca.

The second way Monte Carlo methods have been
used in archaeology is in estimates of statistical sig-
nificance. In these situations, where a standard stat-
istical table has been found inaccurate for a given test
under certain conditions, Monte Carlo methods can
be used to estimate statistical significance empirically.
As noted above, it is well known that in a chi-square
or G? test with one degree of freedom (a two-by-two
table), the standard threshold values are not accurate
if any of the cells in the table have expected values
less than five (Shennan, 1990: 69). With higher de-
grees of freedom this constraint can be relaxed, but it
is not advisable to rely on the tabulated threshold
values of the chi-square or G? statistic if more than
25% of the cells have expected values less than five
(SAS Institute, 1985: 945-958). In these situations,
the threshold values may be estimated through Monte
Carlo methods. Kintigh’s (1991) TwoWay program
estimates probability in one of four different ways,
depending on whether the marginal totals in the two
way table are fixed, allowed to vary both in row and
column totals (keeping the final total constant) or
vary in either row or column totals (1991: 55). If, for
example, the row totals are fixed, but the column
totals are not, the TwoWay program randomly as-
signs cases to the various cells in each row, making
sure the row total comes out the same as in the
actual data. Once the assignment of values is com-
pleted, the TwoWay program calculates the values of
chi-square and G? and stores them. The process is
repeated for N iterations, and the results are reported
as ratios of the number of trials with values of
chi-square and G? greater than those observed in the
actual data, compared to the number of random
trials. Lilliefors’ method of estimating threshold val-
ues in the K~ test is based on similar principles, and
they underlie the simulation described below.

The RankSize Simulation Program

Assume that an archaeological survey has been con-
ducted, and that a number of sites have been located.
Since real-world surveys may be assumed to always
produce a sample of the sites from the past cultural







